
Page 1 of 27 
 

Negotiating a Global AI Safety Package 

A framework, a candidate package, and a method for evolving toward an agreement  

Working document — draft for discussion   |   International Simultaneous Policy Organisation with iCan Systems Inc. / 

Smartsettle Resolutions Inc.   |   ET, JB, LB, Sept 9, 2026 

Every major government now regulating frontier AI is doing so cautiously, for a reason that has little to 

do with will: the first to impose serious obligations bears the cost alone, while the development it 

constrains moves elsewhere. Two problems sit behind that. Nations fear moving first, and negotiations 

over many competing interests struggle to find agreements that satisfy everyone even when such 

agreements exist. 

The Simultaneous Policy mechanism (Simpol)1 addresses the first. Rather than asking one nation to 

regulate while its competitors hold back, participating governments commit to implement agreed 

measures simultaneously, on the same date. No country accepts a first-mover disadvantage, and purely 

domestic policy remains a national matter. 

Smartsettle2 addresses the second. Rather than bargaining issue by issue, it places the whole package 

into a single negotiating framework, elicits each party's priorities privately, and searches for 

combinations that leave every party better off than the status quo — raising the least-satisfied party as 

far as it can. Trades that issue-by-issue bargaining never reaches become visible. 

The two are complementary: one removes the fear of going first, the other locates the agreement worth 

moving together for. What follows applies them to a candidate package for AI safety — and proposes, 

first, a demonstration that such a package exists. 

Part One — The problem and what would resolve it 

1. What this document is 

This document sets out three things and keeps them distinct. 

The first is a framework: an account of why AI safety regulation is a coordination problem rather than a 

problem of insufficient national will, and why simultaneous implementation across nations is the 

structural answer to it. 

The second is a candidate package: a levy on frontier compute, funding independent safety verification 

and capacity-building in countries that do not host frontier training. Part Three and Appendix B set out 

 
1 https://www.simpol.org 
2 https://www.smartsettleresolutions.com 
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that proposal in the form it has reached after expert comment. It is a serious proposal and the figures in 

it are sourced, but it is a candidate, not a conclusion. 

The third is a method for turning the candidate into an agreement: a single negotiating framework 

covering every variable in play, and a structured, multi-issue negotiation run against it in Smartsettle 

Infinity, using the Maximize the Minimum Gain criterion to identify packages that leave every party 

better off than the status quo. This is what distinguishes the present proposal from most policy annexes. 

It does not ask anyone to accept the numbers below. It proposes the process by which the numbers get 

determined, and it accepts in advance that the process may change them. That distinction runs through 

everything that follows. Where a figure appears, it is an input to a negotiation, not its output. 

Because the order of what follows puts the method before the candidate, it is worth saying at the outset 

what the candidate is. Part Three proposes a levy on frontier AI compute, funding independent 

verification of safety claims and the distribution of access, triggered at a threshold in the range of 10²⁵ to 

10²⁷ FLOPs. It rests on the observation that compute, unlike source code or training data or internal 

testing, requires physically identifiable infrastructure that can be metered and audited from outside. 

Readers who want the mechanics before the argument should begin at Part Three and Appendix B. 

2. The coordination problem 

Every major government now regulating AI cites the same reason for caution: the risk of falling behind 

competitors who regulate less. That is not timidity; it is a rational response to a genuine collective action 

problem, and it is now described as such by the UN's own AI safety scientists. 

Simultaneous implementation removes the fear. If participating nations move together, on the same 

date, no nation or company gains by moving last and none loses by moving first. This is the Simpol 

mechanism applied to AI. It requires no nation to alter its system of government, and it excludes purely 

domestic AI policy, which remains a matter for national governments. 

This is not a nascent mechanism proposed for the occasion. The Simpol campaign has spent more than 

two decades building it, and has applied it to tax cooperation and to climate policy, on the same 

reasoning: that certain measures are rational for every government to want and irrational for any 

government to adopt alone. What it has accumulated in that time is the thing such a mechanism most 

needs and can least manufacture quickly — a base of legislators in the United Kingdom and other 

national parliaments who have already committed in principle to simultaneous implementation, and a 

body of citizens who give voting preference at national elections to politicians who have done so. AI 

regulation is the newest instance of the problem, not a new kind of problem, and the mechanism for it 

already exists. 

Scope matters here. Throughout this document, "AI" means frontier, general-purpose systems at the 

leading edge of capability. Narrower beneficial applications — medical diagnostics, scientific tools, 

everyday consumer software — are not the target and should continue to be encouraged. Where 

exactly the line falls is itself one of the variables to be negotiated, discussed at Section 11 and Appendix 

B. 



Page 3 of 27 
 

The gap this is meant to close is specific. Every current AI safety framework relies on companies self-

reporting whether they tested for dangerous capabilities before release, and almost nobody has the 

independent capacity to check. The Frontier Model Forum’s AI Safety Fund — the clearest existing proof 

that frontier laboratories will jointly pool money for safety work — has raised just over $10 million since 

it was established in October 2023 by Anthropic, Google, Microsoft, OpenAI and a handful of 

philanthropic partners [1]. Independent analyst estimates put combined AI-specific infrastructure 

spending across the five largest US hyperscalers at roughly $320–450 billion in 2025 and $550–800 

billion in 2026 [2][3][4]. Even at the low end of that range, the fund is well over four orders of 

magnitude too small to support a standing, independent verification capability. What follows is not a 

new idea so much as a scaling fix to one that already exists and already works, at the wrong size. 

3. What a package would have to trade 

Before the mechanics, it is worth being explicit about what each party is expected to give and to get, 

because a levy described only as a levy reads as a cost with no counterpart. 

The two goods at the centre of this package are unusual in that neither is diminished by being shared. 

The first is assurance. What the United States wants, and cannot obtain at any price by acting alone, is 

verified confidence that Chinese frontier development is subject to the same testing and transparency 

regime as its own; China wants the same of the United States. That good is jointly produced — each can 

only obtain it by submitting to the regime itself — which makes it the primary output of a simultaneous 

mechanism rather than a side-payment within one. It does not exist outside such a mechanism, and no 

amount of money substitutes for it. 

The second is access. Frontier systems are already sold commercially, and countries that host no frontier 

development already buy them; what the package would add is access on terms the market does not 

offer — subsidised, or free where a country cannot otherwise afford it. That is worth a great deal to 

recipients and costs the frontier states far less than an equivalent transfer of money, though it is not 

costless, since inference has to be paid for by someone. This proposal rests on a premise that should be 

stated rather than assumed: that a large share of the realisable benefit of current AI lies in deploying 

and diffusing capability that already exists, rather than in continued scaling. 

That premise is defensible but contested, and readers who reject it will weigh the package differently. If 

it holds, two things follow. Constraints on further scaling are cheaper to accept than they first appear, 

which bears directly on the mechanism-purpose question at Section 4. And broad, affordable access 

becomes a substantial benefit to distribute — one that reduces the grounds on which states compete, 

which is the older argument for why coordination on shared goods reduces the likelihood of conflict 

over them. 

Money is the smaller part of what changes hands here. Even at the upper illustrative rate the fund is a 

rounding error against the budgets of the two states whose participation the package depends on. 

Assurance and access are not. 
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Part Two — How an agreement gets made 

4. The single negotiating framework 

The instrument that carries a negotiation of this kind is a single negotiating framework: one shared 

document listing every variable in play, the range or set of options available on each, and nothing else. 

Parties negotiate against the framework rather than against one another’s draft texts. Nobody’s 

proposal is the baseline, no party is placed in the position of defending or attacking someone else’s 

document, and what is not in the framework is not on the table. 

For a structured optimisation the framework is not merely a convenience but the precondition. 

Preferences can only be elicited over a defined set of variables with defined ranges, and the optimizer 

can only search a package space that has been specified. Constructing the framework is therefore the 

substantive early work of the negotiation, not an administrative preliminary to it. 

The framework is also where subsidiarity is enforced. Only measures a nation could not safely adopt 

alone belong in it; purely domestic AI policy is excluded by leaving it out. That boundary is a political 

judgement rather than a technical one, which is what makes the framework the natural object of 

legislative approval — a point developed at Section 8. 

A first draft of the framework for this problem is set out at Appendix A. It proposes seventeen variables, 

covering the size of the contribution and how its proceeds are divided, what is inside the instrument at 

all and how that is measured, what each party receives in return, the governance of the resulting 

institution, and the question of what kind of instrument this is — whether it funds verification, 

distributes access, enables a pause, triggers restriction, or forms part of a liability structure. That last is 

referred to below as the mechanism-purpose variable, and several later sections depend on how it 

resolves. A few come directly from the candidate package in Part Three; the rest are additions without 

which the negotiation would be close to a pure distributive bargain, which is the case in which 

structured optimisation adds least. Both the set and the ranges are expected to change, and the 

demonstration at Section 7 exists in part to test them.  

Three of these deserve particular comment. 

The levy rate and the measurement basis are interdependent and must be modelled as such. A levy rate 

has no meaning independent of the base it applies to, and the candidate bases differ by close to an 

order of magnitude. What a party’s satisfaction attaches to is the product, not either factor alone. This is 

not merely a measurement convention to settle in advance, because the choice of base is itself 

contested and the denomination is a further choice, since a percentage of spend and a charge per unit 

of metered compute fail in opposite directions: the compute layer holds a strong position on it precisely 

because the wider bases fall on that party rather than on the laboratories. 

Reciprocity is where absence would be most damaging, both at the firm level and the state level. At firm 

level, mutual recognition of audit results across jurisdictions, a safe harbour conditional on verified 

compliance, or a cap on liability is what converts the instrument from a tax into a trade. At state level, 
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what is on offer is symmetric verification rights and standing in the governance of the resulting 

institution. Having independent variables for reciprocity at the firm and state level allows them to be 

traded against each other: a state can concede a liability cap at little cost to itself, and a laboratory can 

concede governance standing at little cost to itself. With nothing in either column, the likely finding is 

that no package beats the status quo for the parties bearing the cost — a defect in the proposal rather 

than a discovery about the world.  

This is not a question of corporations ranking alongside governments. Governments set the boundaries 

within which anything can be agreed, as Section 8 sets out. But a levy is paid by firms rather than states, 

and a package the paying firms will not live with is one that produces relocation, restructuring and 

litigation rather than verification — which means the assurance the two states wanted never 

materialises. Nor can a government's satisfaction be assumed independent of its industry's: it is unlikely 

that an administration will sign an instrument its own frontier developers say concedes the lead to a 

rival. Modelling the laboratories separately is how the negotiation discovers whether that constraint 

binds, rather than assuming it away. 

The mechanism-purpose variable is of a different order from the others, because it determines what 

kind of instrument is being negotiated at all. Funding verification, empowering a recommendation to 

pause, and triggering binding restriction are not variants of one mechanism; they distribute costs and 

benefits very differently, and a package that is superior for all parties under the first construction may 

have no counterpart under the third. Treating this as a variable rather than a premise is what allows the 

negotiation to locate the point at which the package ceases to be acceptable to the parties paying for it. 

That variable's final option deserves separate mention because it is the one most unlike the rest. Rather 

than metering an input, a liability regime makes providers bear the cost of harms they contribute to, so 

the price of risk is set by the harm actually caused rather than by the scale of the training run. It has real 

advantages over any threshold: it is self-calibrating, so it neither decays as compute grows nor requires 

a revision cycle; it cannot be gamed by splitting a training run below a line; and it attaches to 

deployment, which is where harm occurs, rather than to scale, which is only a proxy for the capacity to 

cause it. Its weaknesses are the mirror image. It is retrospective and contingent, in the same way as the 

Windfall Clause at Section 11.2 — it pays only after harm has occurred, and so funds no verification 

capacity in advance, which is the gap this document exists to close. Attribution is hard: establishing that 

a particular system contributed to a particular harm is a far weaker chokepoint than metered compute. 

And liability regimes are national, which cuts against simultaneous implementation rather than 

supporting it.  

The insurance market supplies both the answer and its limit. A specialist market for AI liability exists and 

is growing, but the direction of travel through 2026 has been withdrawal rather than expansion: a 

standard-form generative AI exclusion took effect in January 2026 across general liability policies, 

several carriers have introduced absolute AI exclusions spanning directors' and officers', errors and 

omissions and fiduciary lines, and further exclusion filings have been approved in a number of US states 

[5] [6]. Industry analysis places catastrophic losses beyond the reach of private capacity. Two 

conclusions follow. A mandatory-insurance requirement cannot simply be asserted, since a requirement 

to insure at a level no carrier will write is a prohibition wearing different clothes. And the layer the 
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private market cannot reach is precisely the layer a levy-funded mutual pool with a state backstop is 

built for — which is how the nuclear industry solved the same problem, capped strict liability being what 

made catastrophic risk insurable at all [7]. That structure would give the frontier laboratories something 

concrete in exchange for what they pay, and is carried as an option under reciprocity as well as 

mechanism purpose. 

Insurers are beginning to make cover conditional on documented regulatory compliance. If that 

continues, firms will need verification to remain insurable, and the verification capacity this levy would 

fund gains a commercial customer alongside its public one — demand that does not depend on any 

government continuing to require it.  

The framework evolves. Variables are added, dropped, split and re-ranged as the parties join, as expert 

review lands, and as it becomes clear which trades are live. That process continues right up to the 

Baseline, at which point the framework is fixed: preferences are entered against it and the optimizer 

searches within it. The distinction between the evolving framework and the fixed one matters, because 

it is the fixed version that is approved, negotiated over and confirmed. Any material change before that 

point reopens the approval rather than amending it quietly. 

5. The method 

Smartsettle Infinity is a multi-issue negotiation system built to find agreements that no party would have 

reached by bargaining issue by issue. Its criterion is Maximize the Minimum Gain, which selects the 

package that raises the least-satisfied party as far above its status quo as possible. Howard Raiffa 

publicly preferred this criterion to the Nash solution for negotiations of this kind, on the grounds that it 

is harder to manipulate and easier to explain [8]. 

The mechanics matter for why it fits this problem. Each party specifies its priorities across the whole set 

of variables, producing a satisfaction model. The optimizer then searches the package space rather than 

negotiating variables one at a time, which is what allows a concession on something a party barely 

values to be paid for with something it values greatly. Preferences are entered privately, so no party is 

rewarded for overstating a position. And the system records the reasoning path to each package, not 

merely the outcome, so a result can be audited and revised as assumptions are challenged. 

The method has a direct published precedent. A structured simulation of United States, Chinese, 

European and Global South preferences over climate commitments, published by the Toda Peace 

Institute [9], identified packages leaving every bloc better off than the status quo — outcomes available 

throughout but which the consensus procedure in use could not find (see video embedded here)3. The 

conclusion of that work was that the multipolar trap in climate is an artefact of the negotiating 

procedure rather than of the underlying interests. The same question is worth asking of AI. 

 
3 https://www.smartsettleresolutions.com/post/from-simulation-to-practice-moving-beyond-the-climate-

negotiation-deadlock 

https://www.smartsettleresolutions.com/post/from-simulation-to-practice-moving-beyond-the-climate-negotiation-deadlock
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A second line of work, on the AI Futures Project scenarios [10], identified what scenario planning cannot 

do on its own: narratives illuminate risks without creating commitment mechanisms, and readers may 

agree a future is undesirable while still disagreeing about which risks matter most and whether joint 

commitment can be made without first-mover exposure. The contribution claimed for Infinity there is 

the one that matters most here — identifying agreements that remain stable when the parties do not 

share key assumptions. 

6. From demonstration to agreement 

The architecture proposed has seven steps, and the distinction between them should be explicit 

because they are often collapsed — particularly the third and fourth, which are usually treated as 

preparation rather than as stages of the negotiation in their own right. 

First, in-principle support. Legislators commit to the simultaneous-implementation process, not to any 

specific policy content. This is the existing Simpol Pledge, and AI regulation is exactly the kind of problem 

that process exists for. 

Second, demonstration. A bounded simulation among six stakeholder groups, using modelled 

preferences, establishing that a package satisfying all of them exists and showing what must be traded 

against what to reach it. This is described at Section 7. 

Third, framework. The parties, once convened, begin the real negotiation by building the single 

negotiating framework: the variables, their ranges, and what is excluded. This is where subsidiarity is 

settled and where the scope of any eventual package is fixed. It is also the step at which legislators 

approve — not a text they have not seen, but the boundaries within which any text must fall. The draft 

at Appendix A is a starting point for this work, not a substitute for it. 

Fourth, preferences. Each party models its own priorities against the framework. This is a distinct step, 

not an adjunct to the previous one, and it commonly feeds back into it: a party working through its own 

valuations discovers distinctions the shared framework does not yet carry, and asks for a variable to be 

split or a range widened. A party's own model may also contain private detail that never enters the 

shared framework, informing only that party's own satisfaction. 

Fifth, bargaining. With the framework approved, parties first establish a Baseline — a binding 

benchmark accepted by all as fair — and then search for improvements on it, seeking the package that 

leaves every party as far above that benchmark as the trade structure allows. This optimised consensus 

is what the campaign is ultimately for. The demonstration exists to make this step convenable and 

fundable, not to substitute for it. 

Sixth, confirmation. Legislators confirm that the package lies within the framework they approved and 

meets the stated criterion. Section 8 argues that the form this takes is a design question rather than an 

administrative one. 
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Seventh, simultaneous implementation on an agreed date. 

In practice the third, fourth and fifth steps iterate rather than run in sequence. The framework continues 

to evolve as preferences are modelled and as it becomes clear which trades are live, and it is only at the 

Baseline that it is settled: from that point preferences are entered against a fixed set of variables and 

ranges, and the search for improvements runs within them. The order still matters. A negotiation 

convened before there is legislative weight behind it produces a document with no purchase. A package 

presented for confirmation without a demonstrable basis invites defection. Each step exists to make the 

next one possible. 

7. The demonstration 

The demonstration is a bounded, six-party simulation, scoped comparably to the climate work. Four 

governmental groups and two industry groups are proposed, chosen so that priorities are 

complementary rather than merely opposed — each party has at least one variable it barely values that 

another values a great deal, which is the condition under which the Maximize the Minimum Gain 

criterion can find a package superior to what haggling would produce. 

United States. Federal government, as one of two frontier-hosting states. Dominant concerns: 

minimising competitive drag on domestic developers, preserving export-control leverage, and obtaining 

verifiable assurance of Chinese participation. 

China. State and domestic laboratories treated as a single party. Dominant concerns: sovereignty over 

the method of verification, the equality provision, and the soft-power value of the capacity-building 

channel. 

European Union and United Kingdom. The regulate-first bloc. Their currency is the strength of the 

verification regime and its anchoring in existing law, rather than the money. 

Non-frontier coalition. States hosting no frontier training, the intended beneficiaries of the give-and-

take provision. Overwhelming interest in the capacity-building share, its form, and governance 

representation; near-indifference to the rate and the threshold. 

Frontier laboratories. The entities that would pay the levy on qualifying runs. Intense interest in the rate 

and in what is received in return; little interest in how proceeds are subsequently divided. 

The compute layer. Hyperscale cloud providers with the chip supply chain, the proposed collection 

point. Bears the metering burden while receiving none of the relief the laboratories might negotiate; 

sells into every jurisdiction and therefore prefers uniform application over arbitrage; and is the party for 

whom the measurement-basis question is commercially decisive rather than technical. 

Two simplifications are deliberate and are stated openly rather than defended when challenged. 

Chinese laboratories are folded into the China party, which understates the divergence between them; 

the alternative was to drop the non-frontier coalition, leaving the capacity-building provision without an 

advocate. And India sits awkwardly within the non-frontier coalition, having frontier ambitions of its 
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own. For a demonstration at this scope both simplifications are accepted; in the real negotiation neither 

would hold. 

The safety institutes, auditors and civil-society organisations that would receive the fund are 

deliberately not parties. They belong in elicitation and critique, but a party whose only material 

preference is a larger budget for itself would weaken the credibility of the result. The distinction is 

between who is consulted and whose preferences are modelled. 

Being modelled as a party does not mean the same thing for every party. The four governmental groups 

are included for two reasons: their preferences must be modelled, and they are the ones who will 

eventually confirm any package. For them, participation and confirming authority coincide. The frontier 

laboratories and the compute layer are included on a different footing. Their preferences must be 

genuine inputs rather than a government's estimate of what its own industry will tolerate. A negotiator 

who claims their industry will never accept a provision cannot be contradicted at the table, and a claim 

nobody can test becomes a bargaining position rather than a preference — a problem Section 8 returns 

to, and one that modelling at second hand would build into the design rather than guard against.  

A secondary output of the demonstration matters as much as the headline result: a tested framework. 

The exercise will show which variables carry weight with which parties, which are inert, and which are 

actively blocking — which is precisely the information needed to build the real framework at step three, 

and is useful whether or not anyone accepts the optimisation itself. Scope discipline determines 

whether the demonstration helps or harms the argument it supports. No legislator, government or 

company can supply authentic preferences over a compute levy at this stage; there is no mandate to 

elicit. Preferences will therefore be modelled from public positions, stated policy and reasonable 

inference, and every output labelled accordingly. The demonstration establishes the existence and 

shape of a zone of agreement. It does not certify a rate. A demonstration claiming to have found the 

optimal levy rate invites the single question — optimised against whose preferences? — that would 

undo it. 

Because the parties genuinely do not share assumptions and disagree in particular about whether 

training compute measures anything stable, the simulation should be run across three scenario 

branches: varying takeoff speed, varying institutional strength, and one in which the levy base contracts 

sharply — a two-year contraction beginning in the second year of implementation. The reported result 

should be the packages that survive across branches and keep verification funded at a floor, 

distinguished from those that work only under benign assumptions or continued growth. 
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8. Mandate: why decision-makers must be at the table 

This section addresses a structural requirement of the method that is easy to miss and expensive to 

discover late. 

Smartsettle depends on the parties at the table being able to commit. This is not merely a preference for 

tidiness. Where an outcome must afterwards be ratified by someone who was not present, three things 

go wrong, and they go wrong in ways specific to how the optimizer works. 

Preference revelation stops being honest. The criterion depends on parties stating what they actually 

value so that the trades can be found. A representative who cannot commit has both the freedom and 

the incentive to misstate, and a particular instrument for doing so: the claim that a domestic legislature 

will never accept a given provision is unfalsifiable at the table and functions as a reservation level 

nobody can test. Private preference entry handles positional gaming between the parties; it does 

nothing about a lever that operates after the room has emptied. 

The package unravels. The value of a Maximize the Minimum Gain solution lies in its being a bundle of 

interdependent trades — one party concedes on the threshold because it gains on verification method; 

another accepts a rate because it obtains reciprocity. Ratification is per-nation and per-provision. If one 

legislature strips or fails a provision, every concession priced against it becomes a pure loss, and what 

emerges is no longer superior to the status quo for anyone. It is not a weakened version of the 

agreement; it is demoted to a proposal that nobody has agreed to. 

And the burden falls unevenly. China’s representatives can commit. Frontier laboratories and 

hyperscalers can commit, since boards decide and that is the end of it. Only the democracies bring a 

ratification contingency to the table. That is a structural bargaining disadvantage for precisely the 

parties this campaign represents, and a reason to solve the problem rather than tolerate it. 

This asymmetry invites a fair question in the other direction. If laboratories and hyperscalers can commit 

and governments cannot, does their presence dilute governmental authority over the outcome? It does 

not, because authority and commitment are exercised at different stages. Sovereignty sits in framework 

approval, not in participation. Legislators decide in advance what may be negotiated at all — the 

variables, the ranges, and what is excluded as a matter for domestic policy alone — and every party then 

trades only within those boundaries. A laboratory at the table gains no power to move them, only to 

move inside them. Admitting non-governmental parties therefore does not transfer authority to them; it 

exercises that authority earlier and at a higher level, where it is more secure rather than less. 

What such a party would undertake is accordingly a different act from what a legislature confirms, and 

no corporation becomes a party to an international agreement under this design. Two constructions are 

available. Under the first, nothing separate is executed at all: the framework is agreed and confirmed by 

governments, and domestic implementing legislation in each host state makes verification, reporting or 

levy obligations a condition of operating — the manner in which the Price-Anderson Act, itself a 

domestic statute rather than an international instrument, imposes financial-protection requirements 

directly on nuclear operators who were never party to any underlying international arrangement [7], 
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and the manner in which ICANN's contracts bind registries and registrars while its Governmental 

Advisory Committee is advisory and holds no decision-making authority [11]. Under the second, each 

participating firm makes an individual commitment to the convening process — the corporate 

counterpart of a legislator's pledge, given to the convenor rather than to the other firms, with 

simultaneity delivered through the confirmation mechanism rather than through any agreement among 

competitors. The two are not exclusive: an individual pledge to the process would create the 

expectation, and domestic legislation would create the obligation. The second construction carries a 

consideration the first does not, since a levy rate and reciprocal treatment are commercially material 

terms and firms in the same market cannot agree them among themselves. Structuring commitments as 

separate undertakings to a neutral convenor rather than as an arrangement between competitors is 

what keeps that distinction clean, and is a point on which the eventual design will need specialist advice. 

No executive can bind a legislature, and no legislator can bind a future vote, so the requirement cannot 

be met by demanding one. What makes it tractable is that this method produces something unusual: a 

package with a verifiable property. Every party ends better off than the status quo, on a preference 

model that was published in advance and could have been contested, with the reasoning path recorded. 

That permits a conditional commitment which would otherwise be unreasonable to ask for. A legislator 

is not being asked to endorse an unseen text. They are being asked to commit to confirming any 

package that demonstrably meets a stated criterion, against a model of their own country’s interests 

they had the opportunity to examine and object to beforehand. The condition is checkable, which is 

what distinguishes it from trusting the negotiators. 

The single negotiating framework is what makes that ask concrete, and it is the reason the framework is 

a stage of the negotiation rather than a preliminary to it. A legislator cannot approve an outcome that 

does not yet exist, and cannot be asked to. A legislator can approve a framework: these are the variables 

in play, these are the ranges, this is what has been excluded as a matter for domestic policy alone. That 

is a decision about boundaries, it is available in advance, and it is precisely the judgement legislators are 

placed to make. It is also defensible to constituents in a way that endorsing an unseen compromise is 

not — the answer to what was agreed on their behalf is that nothing outside the approved boundaries 

could have emerged. 

Approving the framework is therefore the most important role legislators play in this process, and the 

one that carries the real political weight. Confirmation afterwards becomes a narrower act: verifying 

that the package lies within the approved framework and satisfies the criterion the method guarantees. 

That is a check on two conditions rather than an open-ended judgement, which is what makes a 

conditional commitment to it reasonable to ask for and reasonable to give. 

This is also why an approved framework is a precondition of the Baseline rather than merely something 

that precedes it. A Baseline binds: it is the benchmark every party accepts as fair and improves upon 

thereafter, and no party can be bound to a benchmark drawn over boundaries its own legislature has 

not sanctioned. An evolving framework is right during construction and untenable at confirmation — 

legislators cannot approve boundaries that continue to move, and a package cannot be checked against 

a framework that changed after the check was designed. Approval is therefore given against a stated 
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version, and any material change between that approval and the Baseline reopens the approval rather 

than amending it quietly. Once the Baseline is reached the framework no longer moves; what follows is 

a search for improvements within boundaries already settled and already approved.  

The same logic that removes the first-mover problem between nations applies to confirmation within 

them. Rather than each legislator confirming individually whenever the vote arrives, pledged legislators 

would confirm together, on a date, conditional on a threshold of confirmations being reached. Whether 

that is procedurally workable will vary by parliament, and it is a question for each, but it is the existing 

principle carried through rather than a new one. 

This has a practical consequence for sequencing. The real negotiation should not convene until enough 

legislators in enough countries have pre-committed on that basis for confirmation to be reasonably 

assured. Until then, what a negotiation can produce is a demonstration, which is why the demonstration 

comes first. 

9. Funding, control and neutrality 

Who pays for this process will be asked about, so the position is stated openly here rather than settled 

quietly later. 

The principle is about control rather than about money. Funding is only ever a proxy for influence and 

treating it as the thing itself produces a rule that is both too strict and too weak: too strict, because it 

rules out sources that could have no influence at all; too weak, because it says nothing about influence 

exercised without money. What must be guaranteed is that no party to the eventual agreement shapes 

the terms on which that agreement is reached. 

A first distinction follows immediately: expertise should be taken from stakeholders, control should not. 

The questions at Section 13 cannot be answered by anyone outside frontier AI development, and the 

parties whose preferences are being modelled are the best available critics of those models. Their 

expertise is an asset and should be sought. Their authority over scope is not and must not be. 

The distinction matters most at the framework stage, and for a reason specific to this method. Section 4 

argues that constructing the framework is a stage of the negotiation rather than a preliminary to it, 

because what the framework contains is what can be agreed and what it omits is settled by omission. 

That argument cuts here too. The demonstration produces the first draft framework, the party set and 

the criterion. Later stages inherit their boundaries from it but would be free to change those 

boundaries. Still, it would be best to guarantee neutrality at all stages. The risk to guard against is not 

that a funder would corrupt a result — modelled preferences are published and contestable, which 

makes that difficult to do and easy to detect — but that the framing was shaped before anything visible 

was written down. 

The following safeguards are proposed, and are offered as commitments rather than as intentions, 

because a principle that cannot be checked is indistinguishable from an assurance. 
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● Funding is accepted only as an unrestricted grant. No funder has input on the party set, the 

variables, their ranges, the criterion, or the scenario branches. 

● The right to publish is unconditional, whatever the findings, including a finding that no package 

beats the status quo for one or more parties. 

● No source affiliated with a party to the eventual agreement provides more than a stated 

minority share of any phase, and no such source is the sole funder of any phase. 

● Funding sources are published alongside the preference models, so that anyone who suspects 

the funding shaped a party’s profile can examine both together. 

● Convening and process design at the negotiation stage sit with a host institution having its own 

governance, independent of any funder of the earlier phases. 

Where those safeguards hold, funding from a source affiliated with a stakeholder is defensible. Where 

they do not, no amount of disclosure repairs it. This is a more demanding standard than a simple 

prohibition on stakeholder money, and a more useful one, because it addresses the mechanism by 

which influence would actually operate. 

Two practical judgements follow. The first is that the safeguards should be tested against the specific 

character of a prospective funder rather than its label. The AI Safety Fund is the obvious case: it was 

established with an independent administrator, which would have satisfied the third and fifth 

safeguards straightforwardly, but the Frontier Model Forum has administered it directly since mid-2025, 

so a grant today comes from the industry body whose members would pay the levy. That is not 

disqualifying under the standard above, but it is exactly the kind of fact that must be established before 

an approach rather than after. 

The second is that the cost of a mistaken judgement here is asymmetric. A campaign whose central 

claim is that verification cannot be left to those being verified is unusually exposed to the charge that its 

own design was funded by them. The charge would be answerable, and it would still do damage. For the 

demonstration phase the preferred sources are therefore philanthropies and foundations with no 

position in the outcome, with stakeholder-affiliated funding considered only where the safeguards 

above are documented in advance. 

For the negotiation stage the position differs in one respect. There the parties supply their own 

preferences, so the risk of a funder shaping the inputs falls away, and process confidentiality is normal in 

negotiations of this kind. Funding would nonetheless be disclosed to the parties themselves before they 

agree to take part. A party that cannot see who paid for the process will assume the worst, and that 

assumption is harder to dislodge than any disclosure would have cost. The defensible structure is a 

consortium spread across blocs with no dominant source, hosted by an institution with standing 

neutrality. 
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One design point follows from all of this and belongs in the package itself. The levy should fund its own 

ongoing negotiation and revision cycle once implemented. The threshold requires periodic revisiting on 

any construction, and a mechanism that pays for its own maintenance answers the question of who 

funds the reviews before it is asked — and removes the question of funder influence from the process 

permanently. 

9.1 Who is proposing this 

The same question applies to the authors. Both organisations behind this document are non-

governmental. The International Simultaneous Policy Organisation is a campaign that has spent more 

than two decades developing the simultaneous-implementation mechanism and building a base of 

pledged legislators; iCan Systems developed Smartsettle Infinity and the Maximize the Minimum Gain 

criterion, and has applied them to negotiations in a range of settings, most recently to the climate work 

cited at Section 5. Neither would be a party to any eventual agreement. Neither would receive levy 

proceeds. Neither holds a position on where the variables should land, which is the claim that matters 

here, and both would regard a finding that no package beats the status quo as a result to publish rather 

than a failure to conceal. 

One interest should be stated rather than left to be discovered. iCan Systems is a commercial firm 

whose software would be used in the process it is proposing. It therefore has an interest in the method 

being adopted, though none in the outcome the method produces. Any engagement at the negotiation 

stage would be on the terms set out above: paid, if at all, by a neutral host or consortium, and never by 

a party to the agreement. 

Part Three — A candidate package 

10. Why compute is the leverage point 

Almost everything else in AI development is hard to observe from outside: source code, training data, 

internal safety testing. Compute is the exception. Training a frontier model requires physically 

identifiable infrastructure — specialised chips, data centres, electricity — that can be metered, counted 

and audited without seeing a line of a model’s code. This is the basis of the compute governance 

literature that has developed since 2023, which proposes monitoring at three levels: the chip, the data 

centre, and the supply chain through which chips are manufactured and sold [12]. 

A 2026 taxonomy of twenty hardware-level governance mechanisms rates data-centre-level and supply-

chain-level monitoring as largely deployable today, while chip-level cryptographic attestation remains 

only partly mature [13]. That maturity gradient argues for starting collection at the data-centre and 

cloud-provider layer, where usage is already metered for billing, rather than waiting for harder chip-

level verification to catch up. 
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One caveat belongs here rather than in a footnote. This argument is about observability and auditability, 

not capability. The most capable current models are not necessarily those with the largest training runs, 

since post-training, distillation and inference-time computation can matter as much as the original run. 

Compute remains the most auditable proxy available for a levy, but it is an imperfect one, and the 

relationship between compute and capability is carried at Section 13 as an open question rather than 

assumed. 

11. The levy in outline 

What follows is the candidate package in outline. Its mechanics — the threshold arithmetic, the 

illustrative rate table and the caveats attaching to the base against which a rate is applied — are set out 

at Appendix B rather than here, because they are the part most likely to change and the part a technical 

reviewer will want to examine closely. In summary: the levy would apply to frontier AI compute above a 

threshold treated as a negotiating band running from 10²⁵ to 10²⁷ FLOPs, at a rate whose meaning 

depends on the base it is applied to, with proceeds divided between independent verification and 

capacity-building. Even the smallest rate examined at Appendix B would fund a verification capability an 

order of magnitude larger than anything that exists today, while remaining a small fraction of the 

underlying capital expenditure. 

11.1 Governance 

Rather than a new standalone international agency, which would face years of treaty negotiation before 

it could function, the levy would route through the existing network of national AI Safety Institutes — 

the UK’s AI Security Institute and its counterparts now forming elsewhere — consistent with a 2025 

proposal for a Conditional AI Safety Treaty recommending exactly this kind of network, backed with 

authority to commission audits and, in extreme cases, to recommend pausing development [14]. RAND’s 

review of historical precedents for international technology governance suggests the IAEA and Nuclear 

Suppliers Group model, verification and enforcement of an agreed standard, is a closer analogy for AI 

than a CERN-style joint research facility [15]. The same body of precedent bears on the liability question 

at Section 4: the Price-Anderson framework, under which operators carry primary insurance to a cap, an 

industry pool sits above it and a government backstop above that, is the standard answer to risks that 

private markets cannot absorb alone [7].  

This document proposes funding the verification capacity itself. Whether crossing the threshold should 

also trigger additional restrictions, as opposed to only enabling independent verification, is a genuinely 

different instrument with different consequences for who bears cost and who gains leverage. It is 

carried as a variable at Section 4 and Appendix A rather than assumed either way. 

11.2 Relation to the Windfall Clause 

The Windfall Clause proposes that AI firms commit ex ante to donate a share of any future extraordinary 

profits from transformative AI [16]. It is a valuable and complementary idea, but retrospective and 

contingent: it pays out only if and when a windfall materialises. A compute levy is prospective and 
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unconditional, applying to spending happening now and funding verification immediately, which is what 

an urgent safety-testing gap requires. The two are not competing, and a mature package could include 

both. The same distinction applies to a liability regime, discussed at Section 4, which shares the Clause's 

retrospective character while addressing a different failure. 

11.3 Give and take 

To preserve the multi-issue trade-off logic that makes simultaneous policy work, a fixed share of the 

fund — one-third is proposed as a starting point — should be earmarked for global capacity-building, 

funding institute-equivalent expertise and compute access in countries not running frontier training. 

This is not a novel ask: it mirrors the Global AI Impact Commons and Trusted AI Commons initiatives 

floated at the 2026 New Delhi AI Impact Summit, and China’s own unilateral offer of 5,000 AI training 

places for developing countries. Structuring it formally, rather than leaving it to unilateral gestures, is 

what turns the levy from a cost borne purely by frontier compute spenders into a benefit-sharing 

mechanism smaller nations have reason to support actively. 

Two points of clarification follow from Section 3. Capacity-building is not only a cost borne by frontier 

compute spenders for others' benefit; for a state already extending training places and technical 

assistance unilaterally, routing that support through a multilateral mechanism converts a bilateral 

expense into shared influence, which is a benefit rather than a concession. And the benefit distributed 

need not be confined to compute and expertise: subsidised or free access to existing frontier systems 

for countries that cannot otherwise afford it may be the more valuable good, and is treated as an option 

under the capacity-building-form variable rather than assumed here. 

One tension should be named rather than discovered later. The access that delivers those benefits is the 

same access that the open-weight variable treats as a proliferation concern. Diffusion and control pull 

against one another, and where the line falls between them is one of the things the negotiation has to 

settle. 

12. Why these figures are not yet answers 

Everything in Section 11 and Appendix B is an informed starting point. The levy rate, the verification-to-

capacity-building split, the threshold and the base are reasoned estimates, not optimised values, and 

expert comment has already moved several of them. That is not a defect to be apologised for; it is the 

honest position of any package that has not yet been negotiated. 

The question is what to do about it. The usual answer is to keep refining the draft until it looks 

defensible and then present it. That produces a document its authors believe in and no party has agreed 

to. The alternative, proposed here, is to treat the package as a set of variables and determine them 

through a structured negotiation among the parties who would bear its costs and receive its benefits. 
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13. Open questions 

These are the points this document most needs stress-tested by people inside frontier AI development 

rather than assumed. They are open in the sense that the negotiation is meant to close them, not in the 

sense that no view exists. 

● Where within the 10²⁵–10²⁷ FLOPs band should the threshold sit, and how should it be kept 

current as compute continues to scale — by periodic revision of an absolute figure, or by a 

relative definition indexed to the largest known run? 

● How vulnerable is a compute-based levy to gaming via distributed training runs kept individually 

below threshold? Closing this plausibly requires an aggregation rule, but the design of that rule 

— what counts as related, what window, how to verify it — is open. 

● Compute predicts observability, not capability. Post-training, reinforcement learning, distillation, 

synthetic data generation and inference-time compute can dominate the original pretraining 

run, and the final run can understate the total compute it took to build a system. Does a 

compute-based levy risk taxing, or missing, the wrong models relative to actual capability or 

risk? 

● Should the levy apply only to training compute, or also to inference, given inference spend now 

approaches or exceeds training spend industry-wide? 

● Which collection point is most administratively realistic to start with — metering at the handful 

of hyperscale providers that host most frontier training, or at the chip-manufacturer or export-

control level? 

● Does the levy need to offer something back to those paying it — mutual recognition of audit 

results, or a defined safe harbour for verified compliance — to function as a trade rather than a 

unilateral cost? 

● Is this strictly a funding instrument, or does crossing the threshold also trigger obligations or 

restrictions? These are different instruments with different consequences for who bears cost 

and who gains leverage. 

● Which base does the levy apply to? Frontier laboratories’ own training-compute cost, aggregate 

hyperscaler infrastructure spend, and broader global AI-investment estimates are not 

interchangeable quantities, and a rate has no fixed meaning independent of its base. The choice 

of denomination matters as much as the choice of base. A percentage of spend is procyclical and 

reclassifiable; a charge per unit of metered compute tracks activity but decays as cost per unit 

falls. Neither is stable without revision, and the two fail in opposite directions. 

● What share of a compute levy would ultimately be borne by the entities paying it, and what 

share would pass through to users of the resulting systems? Research on platform-level taxes 

suggests pass-through can be high, though the analogy is imperfect since frontier model pricing 

is presently set by competition and capacity rather than by cost recovery. The answer materially 

changes who is actually paying, and therefore how salient the rate is to each party. 
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● If subsidised or free access is part of what the fund distributes, it carries a recurring inference 

cost rather than a one-off grant. Is that a sustainable use of levy proceeds, and how would 

eligibility be determined? 

● An input levy on compute and an output liability regime on harms appear to be complements 

rather than substitutes, since each covers what the other cannot: a levy funds verification 

before release but is a poor proxy for danger, while liability prices harm only after it occurs and 

only where attribution succeeds — and runs out entirely at the catastrophic scale that motivates 

the regime in the first place. If both are included, three questions follow. Where should the 

boundary sit between mandatory primary insurance and the collective pool? What is the pool's 

aggregate limit, and who backstops losses above it? And is a liability cap politically available at 

all, given that it necessarily leaves some harms uncompensated in exchange for making the rest 

reliably compensable? 

● The nuclear analogy should be handled with care rather than adopted wholesale. Price-

Anderson remains contested in the jurisdiction that created it, renewed repeatedly against the 

criticism that its caps leave victims undercompensated and that the arrangement functions as a 

subsidy to the industry it protects [7]. Three features do not transfer cleanly. It works because a 

single sovereign could commit to backstopping the top tier, and no equivalent authority exists 

for a global pool — the same absence that appears as the convenor question at Section 8, which 

suggests these are one problem rather than two. A contingent liability of indeterminate size is 

also among the hardest commitments for which to obtain advance legislative approval, which 

engages the confirmation problem at Section 8 directly. And the victims of a frontier incident 

would be distributed globally while the cap would be set by the parties, which gives the non-

frontier coalition a direct interest in reciprocity that it does not otherwise have. 

● Should ownership of the productivity dividend — a share of AI-driven productivity gains directed 

toward the costs of labour displacement — be one of the variables? The case for it is the 

internalising-externalities argument that also supports the liability option, and a variable whose 

range includes zero can do no harm: if it buys nothing, it settles at the status quo. Two things 

argue against including it now. Displacement, unlike a specific harm, has no attribution chain, 

and the base against which a dividend would be assessed — the value of labour savings accruing 

to users of these systems — is not separately reported, is not cleanly separable from other 

productivity gains, and has none of the external observability that makes compute a workable 

base. And the six groups at Section 7 include no labour representation. The second objection 

concerns the party set rather than the variable: the International Trade Union Confederation, 

which represents some 207 million workers through more than 330 affiliates across 163 

countries, is the most plausible existing candidate for such a seat, and whether a body of that 

kind could carry the interest in a negotiation of this kind is itself an open question. A provisional 

form of the variable is carried at Appendix A so that the demonstration can test whether 

including it changes the package at all.  
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● By what instrument would a non-governmental party commit? Compliance through domestic 

implementing legislation, an individual pledge to the convening process, or both in sequence are 

all available, and they differ in what they require of each host state and in how they sit with 

competition law, given that a levy rate is a commercially material term and the firms concerned 

are competitors. This document does not resolve the question; it will require specialist advice 

before any language is settled.  

Five further questions are for the parties to this process rather than for technical reviewers: whether the 

six-group structure and its simplifications are accepted for the demonstration; which scenario branches 

to use; how the demonstration is funded consistently with Section 9; what form of framework approval 

and conditional confirmation is procedurally available in each participating parliament; and at what 

point, and by whom, the negotiating framework is declared fixed. 

14. Risks 

Three risks warrant naming at the outset. 

The first is overclaiming. The framing agreed at the start determines whether the demonstration 

strengthens or damages the argument it supports. Its result is the existence and shape of a zone of 

agreement on stated assumptions, and it must be presented as that. 

The second is source integrity. The figures here have already been revised once after a cited source 

proved unreliable, and the current estimates are presented as ranges from named, checkable analysts 

precisely because no clean independently reported figure for frontier laboratories’ own compute spend 

exists. Two known imperfections remain and are stated rather than concealed: the Goldman analysis 

cited argues that hyperscaler capital expenditure is itself an incomplete measure of AI investment, and 

the rate table therefore computes against a proxy base rather than the quantity the levy is ultimately 

meant to apply to. 

The third is that the demonstration may not find what it hopes to find, and this risk rises sharply with 

the resolution of the mechanism-purpose variable. A verification levy gives every party something and 

can plausibly be made superior to the status quo for all six. A binding restriction trigger is close to a pure 

cost for the laboratories and probably for both frontier-hosting states, and under that construction the 

honest result may be that no package beats the status quo for three of the six. Such a finding must be 

reported rather than engineered away by adjusting modelled preferences until it disappears. As with 

reciprocity, it would most likely indicate a genuine defect in the package, and correcting that defect is 

itself a contribution. 
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15. What is being asked 

This document is a working draft, and different readers can help it in different ways. 

From those inside frontier AI development, comment on the questions at Section 13. They are the 

points this draft most needs tested rather than assumed, and they cannot be answered from outside. 

Critique of the framework at Section 4 and Appendix A is equally welcome: a variable that is missing, a 

range that is wrong, or an option nobody has thought of is more useful now than after the modelling 

begins. 

From legislators, support in principle for the Simultaneous Policy pledge, and a willingness to consider 

the role described at Section 8 — approving a negotiating framework rather than endorsing an unseen 

text. Nothing here asks anyone to commit to a policy position, and the boundaries would be visible 

before approval is sought. 

From funders, support for the demonstration at Section 7 on the terms set out at Section 9. The 

demonstration is bounded, its outputs are publishable whatever they show, and it is the step that makes 

everything after it possible. 

From institutions with standing in multilateral process, expressions of interest in hosting the 

negotiation stage. That stage requires a convenor with its own governance, independent of any funder 

of the earlier phases, and identifying one early shapes what the earlier phases can accept. 

From governments and firms that would be parties, no commitment at this stage — only a willingness 

to examine the framework and say where it misrepresents their interests. A preference model that a 

party disputes is more useful to this exercise than one that goes unexamined. 

The immediate next step is to settle the framework and the party set, and to begin the demonstration. 

Correspondence on any of the above is welcome at any point. 

Appendix A — The negotiating framework: first draft 

The framework below is a first draft, not a proposal. It is the object the parties would rebuild in the third 

step described at Section 6, and it is included here so that reviewers have something concrete to mark 

up. Ranges are starting points for discussion rather than researched values, and the trade-structure 

column records expectations that the demonstration is meant to test rather than confirm. 
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Variable Type Indicative negotiating range Role in the trade structure 

1. Levy rate Continuous + 
categorical 

Denomination: a percentage of 
qualifying compute spend, or a set 

amount per unit of metered compute 
(accelerator-hours or FLOPs). Rate: 0% to 
1.5% of spend, or the equivalent per-unit 
charge. Appendix B illustrates 0.1%, 0.5% 
and 1% on a dollar base. Meaningful only 
against a specified scope, which variable 
5 determines. 

The central distributive issue. 
Dominant for the laboratories; 

near-indifferent for the EU/UK 
bloc. The two denominations fail 
differently. A dollar base is 
procyclical by construction — 
proceeds peak when scrutiny is 
cheap and collapse when it is most 
needed — and in a contraction it 
shrinks faster than real activity, 
since spend can be reclassified, 
leased or deferred by the compute 
layer, which has an interest in a 
lower base. A metered base tracks 
activity but decays as cost per unit 
falls, so it requires periodic 
revision. Interdependent with 
variable 5. 

2. Capacity-
building share 

Continuous 0% to 50% of net fund. One third is 
proposed at Section 11.3 as a starting 
point. 

Dominant for the non-frontier 
coalition; low salience for the 
laboratories and the compute 
layer. 

3. Form of 
capacity-building 

Categorical Cash grants / in-kind compute access / 
subsidised or free access to existing 
frontier systems / training places and 

secondments / defined mix. 

Cheap to concede, 
disproportionately valuable to 
recipients. A strong early trade 

candidate. Access to existing 
capability may be worth more to 
recipients than compute or cash, 
and costs the frontier states least. 

4. Compute 
threshold 

Ordinal 10²⁵ FLOPs (EU systemic risk) / 10²⁶ 
FLOPs (Republic of Korea) / 10²⁷ FLOPs / 
a capability-benchmark definition / a 
relative definition indexed to a share of 
the largest known training run / a 
compute floor combined with 
deployment-context or application-risk 
tiering. 

Determines who is inside the 
instrument at all. On current 
figures 10²⁵ sits well below the 
frontier. Absolute figures date 
within months at present growth 
rates; a relative definition does not. 
Scale is a proxy for observability 
rather than for danger, and a 
system's risk depends heavily on 
where it is deployed — which is 
how the EU AI Act's main structure 
works, the compute threshold 
being only its general-purpose 
overlay. High salience for China and 
the EU/UK bloc. 

5. Measurement 
basis 

Ordinal Final training run only / total 
development compute, including failed 
runs, synthetic data generation, teacher-
model inference and reinforcement 

learning / development plus inference 

The compute layer’s central issue, 
since inference is its volume 
business. Also sets the base against 
which variable 1’s rate applies, 

which is why the two are modelled 
as a pair. 
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Variable Type Indicative negotiating range Role in the trade structure 

above a threshold / all frontier-class 
compute. 

6. Open-weight 
models 

Categorical Fully in scope / exempt below a release 
threshold / exempt. 

Bears differently on China and the 
non-frontier coalition than on the 
United States. 

7. National-
security and state 
compute 

Categorical No exemption / declared exemption 
with reporting / blanket exemption. 

Expected convergence between the 
two frontier-hosting states against 
the others. 

8. Reciprocity — 
firm level  

Ordinal Nothing / mutual recognition of audit 
results across jurisdictions / mutual 
recognition plus a defined regulatory 

safe harbour / capped strict liability with 
channelling of claims, on the Price-
Anderson model [7], in exchange for 
accepting liability without proof of fault.  

What the laboratories receive for 
what they pay. Without it they 
have no reason to prefer any 

package to the status quo. What 
they want is certainty: relief from 
duplicative compliance, and a 
ceiling on exposure in a market 
currently withdrawing cover from 
them altogether.  

9. Reciprocity — 
state level  

Ordinal Nothing / symmetric verification rights / 
symmetric rights plus weighted 
governance standing.  

What the two frontier-hosting 
states receive. Verified mutual 
assurance is the thing they want 
and cannot buy separately. 
Resolves independently of variable 
8, and the two are tradeable 
against each other: a state can 
concede a liability cap cheaply, and 
a laboratory can concede 
governance standing cheaply.  

10. Collection 
point 

Categorical Hyperscale cloud metering / chip-
manufacturer or export-control layer / 
national self-assessment. 

Becomes a preference issue rather 
than an engineering question 
because the compute layer is a 
party. 

11. Oversight body 
composition 

Continuous + 
categorical 

Share of seats held by non-frontier 
states (0–60%); industry observer or 
voting status. 

Low material cost, high symbolic 
value. Useful currency for the 
governments. 

12. Verification 
method 

Ordinal Documentation review / on-site data-
centre access / on-chip attestation 
where technically available. 

China’s key issue, and the one most 
constrained by what is honestly 
claimable today. 

13. Participation 
trigger 

Ordinal Unanimity among frontier-hosting states 
/ weighted supermajority by share of 
global frontier compute / fixed number 
of signatory states. 

Operationalises the simultaneity 
mechanism. Determines whether 
any party holds a veto. 

14. Mechanism 
purpose 

Ordinal Fund independent verification only / 
fund verification and distribution of 
access / fund verification and empower a 
recommendation to pause development 

in extreme cases / trigger binding 

Determines what kind of 
instrument this is. A restriction 
construction is far cheaper for the 
two states than for the 

laboratories, on the premise at 
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Variable Type Indicative negotiating range Role in the trade structure 

restriction above the threshold / operate 
as the middle tier of a three-layer 

liability structure: mandatory primary 
insurance to a defined limit, a levy-
funded mutual pool above it, and a state 
backstop above that.  

Section 3 — a divergence the 
negotiation should surface rather 

than assume away. The liability 
construction changes the fund's 
purpose rather than only its size: it 
would pay claims as well as fund 
verification. The level at which 
primary insurance is set is a 
continuous dial rather than a 
binary, running from a mild 
requirement to one the market will 
not write at all, which is effectively 

a restriction by another route.  

15. Aggregation 
rule 

Categorical No aggregation / compute summed 
across a developer over a rolling window 
/ summed across affiliated entities and 
jurisdictions. 

Closes the split-training gap. 
Wanted by the EU/UK bloc and the 
United States; costly to the 
compute layer, which would bear 
the measurement burden. 

16. Productivity 
dividend  

Categorical None monetised / shared between AI 
users and displaced workers / shared 
between AI users and governments, 
each sharing arrangement variable from 
0 to 100% of the monetised dividend, 
where the monetised amount is the 
value of labour savings accruing to AI 

users.  

Provisional. Included so the 
demonstration can test whether its 
presence changes the package. No 
party in the current set advocates 
for it directly; worker interests are 
modelled inside the government 
parties, which is the simplification 

the sensitivity test is designed to 
examine.  

17. Stabilisation 

reserve 

Continuous + 

categorical 

No reserve / a share of proceeds 

withheld during expansions to fund a 
floor level of verification through 
contractions (0–30%), accruing pro rata 
across the verification and capacity-
building shares or from one of them.  

Addresses the failure mode that an 

institution sized to peak revenue 
does not survive the trough, which 
is precisely the standing capability 
this instrument is meant to create. 
Precedents: Basel III's 
countercyclical capital buffer and 
sovereign commodity stabilisation 
funds. Cheap for most parties to 
concede and therefore good trade 
material — except for the non-
frontier coalition if the reserve 
draws disproportionately from 
capacity-building, which is why the 
source of accrual is part of the 
variable rather than assumed. 
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Appendix B — Levy mechanics 

B.1 Threshold 

Rather than propose a fresh compute threshold that regulators would need to justify independently, this 

proposal starts from figures already established in binding law. The EU AI Act classifies a model as 

general-purpose once training compute exceeds 10²³ FLOPs [17] and creates a rebuttable presumption 

of systemic risk at 10²⁵ FLOPs, calibrated against GPT-4-class models and revisable by delegated act 

[18][19]. South Korea’s AI Basic Act, in force since January 2026, sets its high-impact threshold at 10²⁶ 

FLOPs [20]. 

The recommendation is to treat 10²⁵ FLOPs as the floor of a negotiating range rather than as the anchor. 

Independent trackers put actual frontier training runs at roughly 10²⁶ to 10²⁷ FLOPs [21] — one to two 

orders of magnitude above the EU’s systemic-risk figure — so a levy anchored precisely at 10²⁵ would 

sweep in a far broader population of general-purpose models than the small number of laboratories 

actually operating at the frontier. The starting band should therefore run from 10²⁵ to 10²⁷ FLOPs: the 

EU figure as the floor, since it is in force and administratively convenient, with the ceiling closer to 

where independent estimates place current practice. 

The cadence of revision deserves scrutiny rather than assumption. A two-year cycle mirrors the 

delegated-act mechanism the EU has given itself, but frontier training compute has been growing at four 

to five times per year [22], so an absolute figure can fall well over an order of magnitude behind the 

frontier between reviews — enough to traverse most of the band above. The alternative is a relative 

definition, setting the threshold as a share of the largest known training run so that it tracks the frontier 

without renegotiation [23]. The absolute figure matches how the statutes are drafted and is 

unambiguous to administer; the relative one does not decay. Which to prefer is one of the variables at 

Section 4 and Appendix A. 

B.2 Rate and base 

Using the hyperscaler AI-infrastructure range from Section 2 — deliberately the conservative, metered 

proxy for frontier compute cost rather than Goldman’s own broader $1 trillion global estimate, and 

pending a clean independently reported figure for frontier laboratories’ own compute spend — 

illustrative levy rates applied across the $550–800 billion range produce: 

Levy rate on hyperscaler AI-
infrastructure spend (proxy base) 

Annual pool (2026 basis, 
illustrative) 

Multiple of current AI Safety Fund 

0.1% ~$550M–$800M ~55–80x 

0.5% ~$2.75B–$4B ~275–400x 

1% ~$5.5B–$8B ~550–800x 
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Even the smallest illustrative rate would fund a standing, independent verification capability at least an 

order of magnitude larger than anything that currently exists, while remaining a small fraction of the 

underlying capital expenditure. 

The table header is worded deliberately. This range measures hyperscaler infrastructure spend, not 

frontier laboratories’ training compute cost specifically. The two are closely related, since laboratories 

lease most of their compute from these same providers, but they are not identical, and neither is the 

same as the broader global AI-investment figure Goldman itself prefers. Which base the levy actually 

applies to changes the arithmetic by close to an order of magnitude. A given rate therefore has no fixed 

meaning independent of its base, which is why the two are treated as a linked pair at Section 4 rather 

than settled separately here. 
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